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THD of an ADC is also generally specified with the input signal close to full-scale, 
although it can be specified at any level. 
Harmonic distortion is generally specified with an input signal near full-scale 
(generally 0.5 to 1 dB below full-scale to prevent clipping), but it can be specified at 
any level.
For signals much lower than full-scale, other distortion products due to the 
differential nonlinearity (DNL) of the converter—not direct harmonics—may limit 
performance. 
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SINAD is a good indication of the overall dynamic performance of an ADC as a 
function of input frequency because it includes all components which make up noise 
(including thermal noise) and distortion. It is often plotted for various input 
amplitudes.
SINAD is equal to THD + N if the bandwidth for the noise measurement is the 
same.

ENOB generally depends on the amplitude and the frequency of the applied 
sinusoidal input tone, and both must be specified for this particular test. This 
method compares the rms noise produced by the ADC under test to the rms 
quantization noise of an ideal ADC with the same resolution in bits. If an actual 10-
bit ADC with a sine-wave input of a given frequency and amplitude has an ENOB = g y
9.0 bits, then it produces the same rms noise level for that input as would an ideal 
9-bit ADC.
The error of an ideal ADC consists solely of noise. For actual converters, however, 
the measured error includes quantization noise along with aberrations such as 
missing output codes, AC/DC nonlinearity, and aperture uncertainty (jitter). Noise on 
the reference and power-supply lines also degrades the ENOB.
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SNR is the signal-to-noise ratio with the distortion components removed (the first six 
harmonics and dc). SNR reveals where the noise floor of the converter is. There 
can be a steep decrease in SNR as a function of input frequency, which means the 
converter was not designed for frequencies near this point. 
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DNL is the difference between an actual step width (for an ADC) or step height (for a DAC) 
and the ideal value of 1 LSB. Therefore if the step width or height is exactly 1 LSB, then the 
differential nonlinearity error is zero. If the DNL exceeds 1 LSB, there is a possibility that the 
converter can become nonmonotonic. This means that the magnitude of the output gets 
smaller for an increase in the magnitude of the input. In an ADC there is also a possibility 
that there can be missing codes i.e., one or more of the possible 2^n binary codes are 
never output. 

INL is defined as the integral of the DNL errors, so good INL guarantees good DNL. The 
INL error tells how far away from the ideal transfer-function value the measured converter 
result is. The straight line can be either a best straight line which is drawn so as to minimize 
these deviations or it can be a line drawn between the end points of the transfer function 

th i d ff t h b llifi donce the gain and offset errors have been nullified. 
A system with INL error has a non-linear output. The output Y3[n] is not equal to the sum of 
output Y1[n] +Y2[n] when its input is X3[n] = X1[n] + X2[n]. As a result, the non-linearity 
error produces additional, unwanted, internally generated sinusoids (intermodulation
distortion).

Assuming that we need 0 1% or 10 bits of accuracy (1/(2^10)) Having that in mind a 12 Bit
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Assuming that we need 0.1% or 10 bits of accuracy (1/(2^10)). Having that in mind a 12 Bit 
converter gives us enough margin for the design. A 12 bit device with 0.5 LSBs of INL can 
give 0.0122% -> (0.5/2^12) error or 13 bits (1/2^13) of accuracy, when we remove the gain 
and offset errors. To calculate best-case accuracy, divide the maximum INL error by 2^N, 
where N is the number of bits. 

Neither INL nor DNL errors can be calibrated or corrected easily.
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There are three main reasons for performing oversampling:

a. It aids in anti-aliasing because realizable analog anti-aliasing filters are very difficult to 
implement with the sharp cutoff necessary to maximize use of the available bandwidth 
without exceeding the Nyquist limit. By increasing the bandwidth of the sampled signal, 
the anti-aliasing filter has less complexity and can be made less expensively by 
relaxing the requirements of the filter at the cost of a faster sampler. Once sampled, the 
signal can be digitally filtered and downsampled to the desired sampling frequency. In 
modern IC technology digital filters are much easier to implement than comparablemodern IC technology, digital filters are much easier to implement than comparable 
analog filters of high order. 

b. Oversampling is implemented in order to achieve cheaper higher-resolution A/D and D/A 
conversion. For instance, to implement a 24-bit converter, it is sufficient to use a 20-bit 
converter that can run at 256 times the target sampling rate. Averaging a group of 256 
consecutive 20-bit samples adds 4 bits to the resolution of the average, producing a 
single sample with 24-bit resolution. Note that this averaging is possible only if the g p g g p y
signal  contains perfect equally distributed noise (i.e. if the A/D is perfect and the 
signal's deviation from an A/D result step lies below the threshold , the conversion 
result will be as inaccurate as if it had been measured by the low-resolution core A/D 
and the oversampling benefits will not take effect). 

c. Noise reduction/cancellation. If multiple samples are taken of the same quantity with a 
random noise signal, then averaging several samples reduces the noise by a factor of  
1/ (k)
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1/sqrt(k).



Filtering is very important in order to avoid aliasing. The most common (analog) 
filter structures are the Butterworth Chebyshev Inverse Chebyshev Cauer andfilter structures are the Butterworth, Chebyshev, Inverse Chebyshev, Cauer and  
Bessel-Thomson filters.
Butterworth Filter: A Butterworth (maximally flat) filter is the most commonly used 
general purpose filter. It has a monotonic passband with the attenuation increasing 
up to its 3-dB point which is known as the natural frequency. This frequency is the 
same regardless of the order of the filter. However, by increasing the order of the 
filter, the roll-off in the passband moves closer to its natural frequency and the roll-
off in the transition region between the natural frequency and the stopband 
b hbecomes sharper.
Chebyshev I Filter: The Chebyshev equal ripple filter distributes the roll-off across 
the whole passband. It introduces more ripple in the passband but provides a 
sharper roll-off in the transition region. This type of filter has poorer transient and 
step responses due to its higher Q values in the stages of the filter.
Chebyshev II Filter: Both the Butterworth and Chebyshev filters are monotonic in 
the transition region and stopband. Since ripple is allowed
in the stopband it is possible to make the roll off sharper This is the principle of thein the stopband, it is possible to make the roll-off sharper. This is the principle of the 
Inverse Chebyshev, based on the reciprocal of the angular frequency in the 
Chebyshev filter response. This filter is monotonic in the passband and can be 
flatter than the Butterworth filter while providing a greater initial roll-off than the 
Chebyshev filter.
Cauer Filter: The Cauer or (Elliptic) filter is nonmonotonic in both the pass and stop 
bands, but provides the greatest roll-off in any of the standard filter configurations.
Bessel Filter All of the types mentioned above introduce nonlinearities into the
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Bessel Filter All of the types mentioned above introduce nonlinearities into the 
phase relationship of the component frequencies of the input spectrum. This can be 
a problem in some applications when the signal is reconstructed. The Bessel or 
linear delay filter is designed to introduce no phase distortion but this is achieved at 
the expense of a poorer amplitude response. Due to the linear delay the filtered 
signals maintain their waveshapes.



26



27



28



29



30



Dithering can be used to improve SFDR of an ADC under certain conditions.
A small amount of random noise is added to the analog signal. An ADC will have 
deterministic and systematic errors that repeat each time those codes are 
exercised. Dither (low level noise) can randomize those errors such that they are 
minimized. The harmonics are still present, but at lower levels. Dither can have the 
adverse affect of increasing the overall noise floor – acceptable for some 
applications. Some Dither techniques add the noise in areas of the circuit that need 
t b d i d d th tt t t bt t th i l t th t thto be randomized and then attempt to subtract the noise later so that the 
degradation in SNR is minimized or not even noticeable by the user It is a technique 
used to improve the ADC’s distortion beyond its inherent linearity.
The quantization error will not be a function of the input signal but of the 
instantaneous value of the dither noise. The dither decorrelates the quantization 
noise and the input signal. The fact that  the value of the dither doesn’t depend on 
the input signal and that the quantization noise becomes uncorrelated to the inputthe input signal and that the quantization noise becomes uncorrelated to the input 
eliminates the harmonics in the A/D spectrum, but at the cost of an overall increase 
in the noise floor.
A method is to inject a dither signal with a small bandwidth compared to the 
bandwidth of the input signal in the range near dc. Most of the times in the high 
speed applications no signal components are located in this area. An other possible 
location is slightly below fs/2.  
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•This figure plots SNR vs. input frequency for fixed values of jitter.
•We can note a couple of things about this graph

•Lower jitter = better SNR
•For a constant jitter, SNR decreases as the frequency of the sampled 
signal increases
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The slide above shows the derivation of theoretical data converter SNR 
(Signal to Noise Ratio) due to jitter.  It provides the following insight:

1. The frequency of the sample clock is not a factor.
2. The sample frequency of the data converter is not a direct factor, the input 

bandwidth of the data converter is (fmax).
3 The jitter value (tj) in Equation (6) represents total jitter which is the root3. The jitter value (tj) in Equation (6) represents total jitter which is the root 

sum squared of the sample clock jitter and the converter aperture jitter.

For many communications systems the bandwidth of the channel is fixed; 
however, the channel capacity needs to grow.  Why?

1. Multimedia content requires more capacity
2. High definition content requires more capacity
3. Growing populations and an expanding subscriber base requires more 

capacity.

36

In fixed bandwidth applications, SNR is the only lever engineers have to 
control channel capacity?  What types of applications have fixed 
bandwidths?
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The jitter of this total clock solution at the clock input pins on the ADC will be 
determined primarily by

1) The jitter of the VCO/VCXO chosen
2) The additive jitter in the CDC chip
3) The characteristics of the BPF
The BPF (bandpass filter) is sometimes required to reject the clock noise 

that is not near the clock frequency to improve the overall jitterthat is not near the clock frequency to improve the overall jitter.
The amp is optional if the insertion loss of the BPF (assuming it is required 

as well) causes the clock amplitude to be too low at the ADC clock pins.
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As such NF represents the degradation in the SNR as the signal passes through the 
receiving system.
NF of the first stage dominates the total NF
High gain in the first stage reduces the contribution of the NF of the second stage
Most of the time the first 3 parts are the major noise contributors and we could 
neglect the rest. 
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The receiver chain has an input filter in front of the LNA to limit the amount of stray 
signals that might come in and saturate it. Following the LNA is a image rejection 
filter, to prevent image noise foldover. The mixer and IF amp round out the chain. 
As you can see the relative noise contribution of the five stages shows that after the 
LNA, not much else is added to the noise factor. After the first two stages (F=1.122 
and F=1.116), the noise factor at this point is 93% of the entire chain. Whenever 
your chain has a lot of gain up front, the denominator of subsequent stages in the 
F ii ti t d t i t th i f t f th tFriis equation tends to wipe out the noise factor of the numerator.

44



The SNR for the system is the RMS addition of SNR for the converter and 
the op-amp/filter combination. This implies that in order not to add too much 
noise in the amplifier stage, both filter and amplifier ought to have a very low 
noise.  For example, with a 75dB SNR converter, in order to target a system 
SNR of 74.9dB, the SNR for the amplifier should be better than 85dB.
In amplifier terms, the SNR is the integrated output noise through a defined 
bandwidth.  The bandwidth is limited by either:
•Post amplifier filter
•Amplifier small-signal bandwidth
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Although there are several attributes that separate a VFB amplifier from a CFB amplifier, there are typically only a few 
specifications that can be looked at when deciding on what topology is best for a given application. The first specification to p g p gy g pp p
look at is gain requirements of the amplifier. There are typically other specifications that go along with gain requirements. All 
of the key requirements dictate the best amplifier for the socket – not just one. Remember that there are always exceptions 
to these rules of thumb, but this does give a good starting point.

For gains equal to or less than 3, a VFB amplifier generally makes for a very good choice. One of the biggest reasons for this 
is the output noise of the amplifier. As other slides have shown, a VFB amplifier output noise is dominated by the voltage 
noise of the amplifier. Thus, the dominant VFB output noise is equal to voltage noise times the gain. Thus, as long as the 
gain is low, the overall noise will also be low. 

A CFB amplifier output noise is generally dictated by the inverting current noise times the feedback resistance. Although this 
noise is not multiplied by the amplifier gain at the output, this contribution with low gain is generally the dominant noise o se s o u p ed by e a p e ga a e ou pu , s co bu o o ga s ge e a y e do a o se
component in the amplifier. 

One other aspect of VFB amplifier working at low gains is their loop gain is very large. This will help keep distortion very low. 

For amplifier gains greater than or equal to 4, the CFB amplifier is generally a better amplifier. The main reason for this is the 
feedback resistor is typically reduced as gain increases. This does two things. The first thing it does is to reduce the main
noise contributor as the inverting current noise multiplied by the feedback resistor term is decreased. The other thing 
reducing the feedback resistor accomplishes is it decompensates the CFB amplifier. This results in a the lack of a gain 
bandwidth product the VFB amplifier has. Thus, high bandwidths are maintained at high gains with a CFB amplifier. 
Additionally, this decompensation helps maintain the distortion performance even at higher gains.

An alternative to using a CFB amplifier with high gains is to choose a decompensated VFB amplifier. The only limitation is 
these decompensated VFB amplifiers must maintain a minimum closed loop gain as dictated by their specifications. Failure 
to do so can easily result in oscillations. But, if the gain requirement is say 15V/V, and a VFB amplifier is desired, then 
choosing a decompensated VFB amplifier with a minimum gain of 10V/V or 12V/V – such as the THS4021 or OPA847 -
would perform very well in the application.

50



The next specification to look at is the frequency of interest. This is not necessarily 
th b d idth f th lifi b t th th f f th i l th tthe bandwidth of the amplifier, but rather the frequency range of the signals that are 
of most importance. If the frequency of interest is 10-MHz or less, a VFB amplifier is 
typically a very good choice. Again there are exceptions to this rule of thumb, but it 
is a good starting point. VFB amplifiers work very well with these frequencies due 
mainly to the architecture of the amplifier. Additionally any type of filter can be 
constructed with a VFB amplifier including integrators. Couple this with good input 
offset voltage, matched input bias currents, and low drift, the VFB amplifier makes 
for an excellent choice for low frequency operationfor an excellent choice for low frequency operation.

As the frequency of interest increases to over 10-MHz, the CFB amplifier generally 
makes an excellent choice. The ability to work at high gains and high frequencies is 
an obvious reason for this. But the other key attribute for the CFB amplifier is the 
exceptionally large slewrates. Third order harmonics are dominated by slewrate 
limitations. Thus, the higher the slewrate, the better the third order harmonics tend 
to be. 

Coupled with slewrate is the output swing. Using the formula Vout(peak) = 
SlewRate / (2 Pi f) one can easily see that at high frequencies, to achieve 
reasonably large output swings requires significantly large slewrates. Thus, even if a 
VFB amplifier has a very large bandwidth, if it does not have a large slewrate, the 
output swing will be severely limited.
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output swing will be severely limited. 
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As shown above, amplifiers and converters are defined inAs shown above, amplifiers and converters are defined in 
different terms.
Amplifier noise is usually referred as spot noise in both 
current and voltage terms. 

Combining the input voltage with the amplifier gain and the 
filter cut-off frequency, it is possible to derive a signal to noise 
ratio (SNROPA) for the amplifier.

In the same manner, using the 2nd and 3rd harmonic 
distortion, the dominant distortion terms for an amplifier, it is 

ibl t d i S i F D i Rpossible to derive an Spurious Free Dynamic Range 
(SFDROPA) for the amplifier.

Given these SNROPA and  SFDROPA numbers, it is possible to 
combine them with those of the converter and see a 
predicted combined performance or system performancepredicted combined performance or system performance. 
This combination will be done at the converter input pins. 
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